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Vehicle Color Recognition on Urban
Road by Feature Context
Pan Chen, Xiang Bai, Member, IEEE, and Wenyu Liu, Member, IEEE

Abstract—Vehicle information recognition is a key component of intelligent transportation systems. Color plays an important role in vehicle
identification. As a vehicle has its inner structure, the main challenge
of vehicle color recognition is to select the region of interest (ROI) for
recognizing its dominant color. In this paper, we propose a method to
implicitly select the ROI for color recognition. Preprocessing is performed
to overcome the influence of image quality degradation. Then, the ROI
in vehicle images is selected by assigning the subregions with different
weights that are learned by a classifier trained on the vehicle images. We
train the classifier by linear support vector machine for its efficiency and
high precision. The experiments are extensively validated on both images
and videos, which are collected on urban roads. The proposed method
outperforms other competing color recognition methods.
Index Terms—Color recognition, region of interest (ROI), vehicle.

I. I NTRODUCTION
As an important part of intelligent transportation systems (ITS) or
Smart City, vehicle information recognition has received much attention in recent years. The information of a vehicle is very helpful for
video surveillance and many applications of city public security. Color
is one of the most dominant cues for vehicle identification. Vehicle
color recognition in natural scenes can provide useful information in
vehicle detection [1], [2], vehicle tracking [3] and automatic driving
system [4]–[7]. However, it is a challenging task to recognize the
colors of vehicles in images/videos due to the following difficulties.
1) Color can be easily influenced by the change of natural environment. For example, haze, snow, and other illumination changes
may cause a significant color variation.
2) The performance of color recognition is also limited by the
low quality of images/videos, which are affected by noise,
overexposure, and color shift in natural images.
3) As different parts of a vehicle have different colors, it is
necessary to choose the appropriate regions for vehicle color
recognition. The color of the vehicle body is usually more informative and discriminative than other parts, such as windows,
wheels, etc. Thus, in this paper, we focus on the vehicle body
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for recognizing the dominant color. However, determining the
focused region of a vehicle is a critical issue.
Before recognizing the colors of vehicles, localizing their positions
in images/videos is an essential step. Several well-known detection
approaches [8]–[11] can provide an accurate bounding box for each
vehicle. Thus, our color recognition is performed in the detected
bounding boxes of vehicles. In this paper, both our training and testing
images are collected by a vehicle detector.
In object/image color recognition, the color features are collected
from image patches. Then, a classifier is trained for color recognition.
Wang et al. [12] investigated the effectiveness of multiple support
vector machine (SVM) recursive feature elimination for feature selection in the classification of lip color. Zheng et al. [13] described
an automatic low-cost method based on SVM and color histogram for
classifying lip colors. Son et al. [14] proposed a novel convolution
kernel to extract the color information of vehicle images. Park and
Kim [15] proposed a method for color classification of objects with
two techniques of dimension reduction: 1) projecting a color histogram
generated from a 3-D colorspace into 2-D; and 2) converting the
color histograms to class-based features by a naive Bayesian classifier.
Wang et al. [16] adopted the hue saturation value color space for the
color recognition of license plates. However, the methods above cannot
be applied to the task of vehicle color recognition due to the lack of
region-of-interest (ROI) selection.
In the general framework of object/image color recognition, the
color feature plays an important role. Qiu et al. [17] investigated
the redundancy and performance of histogram based color descriptors
in the context of automatic color photo categorization. Kender [18]
proposed a descriptor based on a new color space named normalized
RGB. Van de Sande et al. [19] surveyed popular color descriptors
and analyze their invariance to illumination change and color shift.
Illumination change and color shift are described as a linear model.
Huang et al. [20] developed a descriptor named color correlogram for
the indexing and comparison of images. Correlogram is a table indexed
by color pairs. These features only contain the spatial information of
different color types, not the object or the scene.
As the spatial information of object and scene can be described by
bag-of-word (BoW)-based methods [21]–[23], we adopt the framework of BoW in our method. The BoW is first used in object and scene
retrieval by Sivic and Zisserman [24]. The original feature is encoded
by a codebook, which is learned from a set of features by clustering
algorithm. Lazebnik et al. [21] extended the original BoW method with
spatial information. Motivated by the classic shape descriptor shape
context [25], Wang et al. [23] proposed feature context (FC), which
divides a image into several fan-shape-like subregions in the logpolar coordinate system. Combined with radial basis coding (RBC)
[23] and reference points, FC outperforms spatial pyramid matching
(SPM) [21] in scene categorization. Recently, Bolovinou et al. [26]
has presented a novel approach to encode the spatial configurations of
visual words in order to add context information in the representation.
The method introduces a bag of spatio–visual words representation
obtained by clustering visual words correlogram ensembles and shows
a significant improvement over the state-of-the-art BoW model. However, all these BoW-based methods focus on scene recognition. They
cannot be directly applied to vehicle color recognition because the
local feature describes the texture, rather than the color information
of a patch.
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Fig. 1. Framework of our method. (a) Original image. (b) Output of vehicle detection in (a). (c) Results of haze removal and color contrast stretch. (d) Description
of image by FC. (e) Training/testing by linear SVM. (f) Output of vehicle color recognition.

Since the vehicle has its specific inner structure and different parts
may be in different colors, it requires us to recognize the dominant
color of a vehicle. For example, we are more interested in the color
of vehicle body than other parts such as wheels or windows. Thus, it
is very important to select the region of interest (ROI) of a vehicle
for color recognition. We propose a BoW-based method to solve
the problem. The BoW representation can map the color features
into a higher dimensional subspace by quantizing them using a large
codebook, in which different color types are separated more easily
by a classifier such as SVM. The flowchart is shown in Fig. 1. The
vehicle image is cropped via a detector first. FC, which utilizes fanlike subregions, shows much better performance in scene recognition
than that of the SPM method [21], which uses rectangular blocks. In
our application, by setting multiple reference points, FC can generate
many subregions with the irregular shapes on a vehicle. We train a
linear SVM as our classifier.
The contributions of our method are threefold: First, we solve the
problem of vehicle color recognition using the BoW model, which has
not been applied to this topic yet. The BoW model is very common in
object detection, scene recognition, image retrieval, etc. To our knowledge, this is the first study of vehicle color recognition based on BoW.
Since the representation of BoW is more discriminative after mapping
the original features to a higher dimension using a codebook, the BoWbased color feature achieves the better performance in vehicle color
recognition. Second, the ROI is implicitly selected by our method. To
select the ROI of a vehicle, we do not explicitly segment it into subregions of different colors. Instead, FC divides the image into fan-like
subregions from which the local color features are collected. The ROI
can be selected by assigning the weights of a SVM classifier to subregions. Third, we generate a vehicle data set with images and videos.
Each vehicle in our data set is labeled with its color, brand, bounding
box (for training a vehicle detector), and category. The data set can be
helpful for others in the various applications of ITS, such as vehicle
detection, vehicle color recognition, and vehicle brand recognition.
The rest of this paper is organized as follows. In Section II, we
introduce the details of our method, which includes the preprocessing
and representation of images. The experiment results on images and
videos are presented and discussed in Section III. Section IV is the
conclusion of this paper.
II. A PPROACH
Here, the details of our method are introduced as follows.
A. Preprocessing
The quality of the images/videos taken by the cameras on urban
roads is usually poor due to the impact of haze, strong light, and color
shift caused by bad weather conditions or inappropriate configuration
of equipment. The poor quality is a challenge for color recognition.

In order to overcome the influences, we adopt the haze removal
method [27] and color contrast method [28] as the preprocessing in
our method.
The results of the preprocessing are shown in Fig. 1(b) and (c). In
Fig. 1(b), the original image is under thick haze that makes the color of
the vehicle biased to gray. After the haze removal, the image is much
clearer. The quality of the image can be improved further using a color
contrast stretch. We apply haze removal first in the preprocessing, since
the color contrast stretch cannot significantly improve the quality of the
images under thick haze. The dominant color of the vehicle image is
more obvious after the haze removal algorithm and the color contrast
stretch method.

B. Image Color Representation by FC
The color features of patches are extracted from the enhanced
images. Following the framework of FC [23], the color features are
encoded as histograms based on the visual words in a codebook. The
encoded features are aggregated into one vector by pooling function to
describe a region. The details are introduced as follows.
The patch features are important as they describe local color information, which affects the performance of our method significantly.
Van de Sande et al. [19] surveyed the current color histograms and
analyze their robustness to illumination change and color shift. The
histograms include transformed color histogram [19], hue histogram
[29], opponent histogram [19], normalized RG histogram [30], and
RGB histogram. Their abilities to overcome the illumination change
and color shift are different. However, the robustness analysis in
[19] is not reliable for our task, since the changes in color shift and
the illumination in the natural scene are sophisticated and cannot be
described by a simple model in [19]. Thus, in order to keep the merit
of each local color feature, we combine transformed color histogram,
hue histogram, opponent histogram, normalized RG histogram, and
color moment [19] together as our patch feature. The total dimension
is 211 (= 48 + 62 + 48 + 32 + 21).
In our method, the patches are densely sampled. In a given image I,
the features of patches are denoted by Z = {z1 , . . . , zL }. Each patch
z
). The
feature z ∈ Z is encoded as a vector C(z) = (w1z , . . . , wK
vector has the same size as the codebook S. The codebook S is learned
from the patch features in the training data set by clustering method.
We use K-means in this paper. The visual words of the codebook are
the centers of K clusters {S1 , S2 , . . . , SK }. Recent coding approaches
[22], [31], [32] have been applied in our method. We choose RBC
[23] as our coding method. The RBC obtains the state-of-the-art
performance in scene recognition. The activation strength is measured
with a Gaussian function


wi =

√ 1
2πσi

0,


exp

−x−μi 2
2σi2



, μi ∈ NN(x)
otherwise

(1)
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A. Evaluated Data Sets

Fig. 2. Illustration of FC. (a) Description of FC of fan-shape-like subregions.
(b) Configuration of four reference points.

where μi is the center of the cluster Si , and σi is the standard deviation
of the distances between Si and μi . NN(x) denotes a set of nearest
neighbors of x. We restrict the activation to NN(x) for efficiency
reasons. The number of nearest neighbors is set to 5 in Section III.
We take the representation of FC [23] to describe the image.
FC divides the image into fan-like subregions. The value of each
histogram bin of FC is a histogram of the color features. The partitions of subregions of FC are illustrated in Fig. 2. Let p be the
location of a reference point in I. The area around p is divided into
subregions Regionθr in log-polar coordinate system for r = 1, . . . , R,
θ = π/N, . . . , π, where R and N are the number of the bins in radius
and angle, respectively. Our FC representation for the reference point
p is defined as follows:
FC(p, r, θ, i) = M {wiz |(z − p) ∈ Regionrθ }

(2)

where i indexes the ith codeword (i = 1, . . . , K). The feature of
fan-like subregions are described by the pooling function M , which
extracts the most relevant codewords in the region. The function M can
be max, sum, mean, or some other functions. We use the max pooling
in our method since it outperforms the others according to [33]. In
order to get more precise representation and the spatial information of
a vehicle, we set multiple reference points P = {p1 , p2 , . . . , pL }. As
an example of the configuration of the reference points in Fig. 2(b), the
image is divided into four subregions. Each subregion that belongs to
a reference point is described by FC illustrated in Fig. 2(a). Therefore,
the feature of an image I is a tensor of L × R × N × K dimension
given by
FC(I) = FC(p, r, θ, i)p,r,θ,i ∈ RL×R×N ×K .

(3)

Linear SVM is trained for color recognition of vehicle images.
Although nonlinear SVM generally outperforms linear SVM, it takes
more time to train a model. We chose the implementation of LibLinear
[34] to solve the multiclass classification problem.

III. E XPERIMENTAL E VALUATION
To fully evaluate the performance of the proposed method, extensive
experiments are conducted on the images and the videos collected
on urban roads. The proposed algorithm is implemented in C++ on
a Windows 7 × 64-based system. The experiments are carried out
on a desktop machine with an Intel(R) Core(TM) i7-2600 K CPU
(3.40 GHz) and 8-GB memory. We divide the colors of vehicles into
eight classes, including black, white, blue, yellow, green, red, gray, and
cyan. Linear SVM is used in our method for color classification.

Since there is no existing public benchmark for vehicle color
recognition, we built two data sets for our experiments: a) a vehicle
image data set; and b) a vehicle video data set. Both data sets are
collected on urban roads, where the images and videos are taken in the
frontal view captured by a high-definition camera with the resolution
of 1920 × 1080. The collected data set is very challenging due to the
noise caused by illumination variation, haze, and overexposure.
The image data set contains 15 601 vehicle images of various
categories, such as sedan, truck, and bus. The recognition rate is used
to evaluate the performance of image based color recognition and
defined as the ratio between the correctly predicted numbers and the
totals.
The video data set contains ten pieces of surveillance videos. The
frame rate of all videos is 10 frames per second, and the average
video length is about 5 min. We use an average recognition rate to
evaluate the performance in video sequences. A frame is successfully
recognized if all the vehicles appearing in the frame are assigned to the
correct colors. Only the frames with vehicles are taken into account in
the evaluation process.
B. Evaluation on Image Data set
Implementation Details: In our experiments, the data set is randomly divided into two groups, i.e., half for training and half for testing. The procedure is repeated for five times, and the final recognition
rate is the average of all runs. All the vehicle images are resized to
300 × 300 for both training and testing. Our color histogram is a
combination of transformed color histogram [19], hue histogram [29],
opponent histogram [19], normalized RG histogram [30], and color
moment [19] with a dimension of 211 (= 48 + 62 + 48 + 32 + 21).
Local features are computed on an image patch with a grid of size
24 × 24 and a stride of 8 pixels. The codebook size is fixed to 512
in all the experiments. The parameters for FC are R = 1 and N = 6.
The number of the reference points for FC is set as 4 for each vehicle
image. Thus, each image is described by a 12 288-dimension feature
(= 512 × 1 × 6 × 4).
Performance Evaluation of Our Method and Comparisons: We
adopt several conventional color features as the input for the classifier for comparison, including the global features such as color
correlogram [20], layered color indexing [35], and the local patch
features such as transformed color histogram [19], hue histogram [29],
opponent histogram [19], normalized RG histogram [30], and RGB
histogram. To demonstrate the advantage of BoW representation over
other methods, these features and our color histogram are directly
fed to the linear SVM, respectively, and the corresponding results are
listed in the second and third rows of Table I. Note that, to provide
a fair comparison, in all the experiments we use the linear SVM
as the classifier. As shown in Table I, global features work much
better than local patch features, including our color histogram. This
is reasonable, since our color histogram is a combination of the local
patch features without spatial information, whereas color correlogram
[20] and layered color indexing [35] are facilitated by the spatial
information of different color types.
In addition, when we apply the BoW paradigm to the local patch
features, the recognition rates are significantly improved, as shown
in the fourth row of Table I. In the BoW paradigm, the local patch
features are encoded by the RBC method at first. Then, the encoded
local features of an image are aggregated by max pooling, establishing a holistic representation of the corresponding image. These results demonstrate that BoW representation brings more discriminative
power after transforming the original color feature to a feature space
of a higher dimension. The best results are obtained based on the BoW
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TABLE I
AVERAGE R ECOGNITION P ERFORMANCES OF D IFFERENT C OLOR D ESCRIPTORS ON I MAGE DATASET. E ACH ROW L ISTS
THE P ERFORMANCE OF C ERTAIN C OLOR D ESCRIPTORS . C OLUMNS S HOW A S PECIFIC R ECOGNITION R ATE OF
D IFFERENT C OLOR T YPES , AND THE AVERAGE OF T HEM I S D ISPLAYED IN THE L AST C OLUMN

TABLE II
AVERAGE P ERFORMANCE C OMPARISONS U SING D IFFERENT S TRATEGIES . T HE S TRATEGIES TAKEN L IE IN D IFFERENT S TAGES
OF O UR M ETHOD S UCH AS I MAGE P REPROCESSING , F EATURE P OSTPROCESSING , AND THE E MPLOYED C LASSIFIERS

representation of our color histogram, since our combined feature can
keep the merits of different features to overcome the influence caused
by overexposure and color shift. In addition, different features can be
weighted by learning with SVM.
In addition to the experiments on the BoW representation, we
also examine the impact of two different ways of involving spatial
information, i.e., SPM and FC. Their results are shown in the fifth
and the last row of Table I, respectively. For SPM, the images are
partitioned into 1 (= 1 × 1), 4 (= 2 × 2), 16 (= 4 × 4) rectangles,
following the configuration in [21]. For each subregion, the encoded
local features inside a certain rectangle are aggregated into a vector
by max pooling as the representation of the corresponding region.
Then the vector representations of all the subregions are concatenated
into one to describe the color of a vehicle. As shown in Table I,
both SPM and FC improve the performance of BoW, and FC slightly
outperforms SPM. The best result in Table I is obtained by our method
when integrating BoW representation of our color histogram with FC.
Although color correlogram and layered color indexing also contain
the spatial information, they cannot robustly capture the structure of a
vehicle.
In our data set, the variances in green and gray are much larger than
the others. As these two colors are less unified, their features are more
scattered in the feature space and difficult to be classified. Thus, the
recognition rates for these two colors are lower than that of the other
color types in all the evaluated methods.
When the preprocessing stage is removed in our method, the
designed color descriptor still achieves promising results, as shown

in Table II. This further demonstrates the robustness of our method
against impacts such as color shift and haze. In addition, some other
strategies such as principle component analysis (PCA) and coordinate
augmented codebook (CAC) [36] can be also employed to enhance the
performance of our system. PCA is often used for dimension reduction
and helps eliminate the noise embedded in the original feature space.
CAC is used to combine the appearance information and coordinate
of a patch into a feature vector. Due to the constraint of the location,
the patches with the same coordinates are assigned in one cluster
center. Thus, the features of the subregions of different locations are
encoded by the different codewords. The dimension of the proposed
color descriptor is reduced from 211 to 100 by PCA in our practice. In
Table II, we observe that both PCA and CAC are able to improve the
performance of our descriptor. As the structure of our vehicle images is
fixed to some extent, various codewords for different subregions make
the features more discriminative. The combination of PCA and CAC
leads to the highest accuracy, as shown in the last row of Table II.
To illustrate our method more intuitively, the selected ROI is presented in Fig. 3. More discriminative subregions are attached with a
higher opacity (see Fig. 3). The property is determined by the product
of the SVM weight and the feature vector of the region. As shown in
Fig. 3(a), the regions of window and background are less considered
in the color prediction process, whereas the engine hood tends to be
more dominant in color decision. For different categories of vehicles,
the structures in the frontal view are similar. Our method can perform
successful color recognitions of the different categories under mild
structure variances.
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Fig. 5. Average recognition rates of the different settings for our methods.
The parameters in the settings contains the number of reference points N rp,
the number of partition in radial R, and the number of partition in angle N . The
overlap is the ratio between the sizes of the overlapping area and the subregion.

Fig. 3. ROI selected implicitly by our method. The higher opacity means the
corresponding subregion is more discriminative. (a) ROI of the frontal view
vehicle images. (b) The ROI of the side-view vehicle images.

Fig. 6. The average recognition rate of our method under the different levels
of noise.

Fig. 4.

Some samples of vehicle color recognition on videos.

For side-view vehicle images, the model trained from the frontal
view may not make the correct predictions due to the different structure
of the ROI. To verify the proposed method on side-view vehicles, we
collected 240 side-view vehicle images (30 per class) by Google from
the Internet and use half for training and half for testing. With the
same experimental settings of the frontal view images, we achieve the
recognition rate of 0.8700, which demonstrates the potential of the
proposed method on side-view vehicles. Two examples about the ROI
selection of side-view vehicle images are shown in Fig. 3(b).
Discussion on System Configurations: Here, we analyze the performance of FC in different system configurations (see Fig. 4). The
experiments inspect the influences of the number of partitions in radial
and angle, i.e., R and N , the number of reference point N rp, and the

overlapped ratios between rectangular subregions. The efficiency of
coding methods, namely, vector quantization (VQ) and RBC, are also
presented. The codebook size is set as 512 according to the description
in Section III-B1.
The impacts of parameters R, N , and N rp are shown in Fig. 5. The
number of subregions is the product of R, N , and N rp (see Fig. 5).
Our method achieves a recognition rate of 0.9229, with eight angle
partitions, two radial partitions, and four reference points. With the
number of subregions increasing, the precision rises at first and then
declines. The smaller subregions make the representation of the image
too trivial and sensitive to intraclass variance. The larger regions have
good generalization property but poor capability in discrimination.
Additionally, the length of the feature vector becomes larger when the
number of the subregions increases. The mentioned configuration of
our method is set to make a tradeoff between the performance and
efficiency.
We run the experiments on different subregions overlap ratios of
0, 0.25, 0.5, 0.75, and 0.85. The images are resized into 300 × 300
and divided into 1 × 1, 2 × 2, and 4 × 4 rectangle subregions in
spatial pyramids. The size of subregions in level 1 × 1 is the same
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with the whole image. In the levels of 2 × 2 and 4 × 4, the sizes
of the subregions are 150, 188, 225, 263, and 278, and 75, 94, 113,
131, and 139, respectively. Fig. 5 shows that the best result achieved
by an SPM-based method is still inferior to that of our method. It
suggests that the fan-like subregion is more appropriate for vehicle
color recognition. The precision increases when the overlap ratio
increases from 0 to 0.75. However, the recognition rate decreases when
the overlap ratio is higher than 0.75. This can be addressed by the fact
that the feature extracted from large partitions is not able to capture the
local information, thus losing the discriminative power.
As the number of subregions increases, the image becomes overpartitioned, and the discriminative power of the descriptor decreases.
In addition, the size of image representation becomes larger, which
increases the computation complexity. In our experiment, the image is
partitioned into 1 × 1, 2 × 2, 4 × 4, and 8 × 8 rectangular subblocks
without overlap. The sizes of subregions in four levels are 300, 150,
75, and 38. The proposed setting of subregions achieves a recognition
rate of 0.8916.
To test the computational efficiency of the coding step in our
method, we use a codebook of size 512 and 1156 local color features.
The running time is the average of ten loops. The procedure of VQ
and RBC take 0.0271 and 0.0531 s, respectively. The RBC is slower
because it involves the operation of applying Gaussian kernel. We
show that the step of coding has limited impact on the total color
recognition time in the following video experiment.
Robustness Against Noises: In order to verify the robustness of our
method, five levels of Gaussian noise are added to the training and
test images in the conducted experiments. The average SNR of the
noise on the images are 12.94, 10.09, 6.22, 3.33, 1.02, and −0.43 dB,
respectively. In this experiment, all the parameter settings are consistent with Section III-B1. The recognition rate increases as SNR
rises. The lowest rate is 0.8960 under the noise of SNR −0.43 dB.
However, our method still outperforms several methods listed in
Table I. This demonstrates our method can overcome the influence of
the noise to a certain degree.
C. Evaluation on Video Sequences
We collect 10 081 vehicle images from six pieces of videos as the
training samples. The other four pieces of videos are for testing. For
a vehicle image, the features are extracted from the images following
the settings of Section III-B1. In the video testing, the image patches
of the vehicles in the videos are cropped by the detection and tracking
system.
The number of the frames in which vehicles of the frontal view are
detected is 6547. The average per-frame recognition rate of eight color
types is 0.9491. Thus, the performance of our method on video sequences is also encouraging. Fig. 4 shows some samples of the vehicle
color recognition results on video sequences. In our experiment, the
performance of vehicle color recognition is affected by the vehicle
detection results, particularly when the vehicle image is incomplete or
contains a large proportion of background. By setting a high threshold
in the vehicle detection process, the precision of detection can be
increased, thus boosting the performance of color recognition. On
average, it costs 0.5 seconds per frame for detection and recognition,
suggesting that our method can be applied on videos efficiently.
IV. C ONCLUSION
In this paper, an effective method for vehicle color recognition has
been proposed. We demonstrate that the BoW representation of local
patch features is powerful to describe object colors. The interesting
regions of dominant color of a vehicle can be implicitly selected by as-

signing the weights to each subregion using a classifier. The extensive
experiments on both image and video data demonstrate the potential
of the proposed method in real applications. Our future work might
be integrating the proposed method and mature image segmentation
techniques for localizing the interesting color region more accurately.
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